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1. INTRODUCTION

In designing a robot, many different aspects must be considered

simultaneously: its morphology, sensory apparatus, motor system,

control architecture, etc. (Siciliano and Khatib, 2008). One of the

main challenges of robotics is that all of these aspects interact and

jointly determine the robot’s behavior. For instance, grasping an

object with the shadow hand – a dextrous hand with 20 degrees

of freedom (Shadow, 2013) – or the Cornell universal “jamming”

gripper – a one degree-of-freedom gripper based on a vacuum

pump and an elastic membrane that encases granular material

(Brown et al., 2010) – are two completely different problems from

the controller’s point of view. In the first case, control is a chal-

lenge, whereas in the second case it is straightforward. Likewise, a

dedicated sensory apparatus can drastically change the complexity

of a robotic system. 3D information, for instance, is typically use-

ful for obstacle avoidance, localization, and mapping. Getting this

information out of 2D images is possible (Saxena et al., 2009), but

requires more complex processing than getting this information

directly from 3D scanners. The sensory apparatus, morphology,

and control of the robot are thus closely interdependent, and any

change in a given part is likely to have a large influence on the

functioning of the others.

Considering all these aspects at the same time contrasts with

the straightforward approach in which they are all studied in iso-

lation. Engineering mostly follows such a reductionist approach

and does little to exploit these interdependencies; indeed, it often

“fights” them to keep the design process as modular as possible

(Suh, 1990). Most fields related to robotics are thus focused on

one specific robot feature or functionality while ignoring the rest.

Self localization and mapping (SLAM), for instance, deals with the

ability to localize the robot in an unknown environment (Thrun

et al., 2005), trajectory planning with how to make a robot move

from position A to position B (Siegwart et al., 2011), etc.

The concept of embodied intelligence (Pfeifer and Bongard,

2007) is an alternative point of view in which the robot, its environ-

ment, and all the interactions between its components are studied

as a whole. Such an approach makes it possible to design systems

with a balance of complexity between their different parts, and

it generally results in simpler and better systems. However, if the

whole design problem cannot be decomposed into smaller and

simpler sub-problems, the question of methodology is far from

trivial. Drawing inspiration from nature can be helpful here, since

living beings are good examples of systems endowed with embod-

ied intelligence. The mechanism that was responsible for their

appearance, evolution, is therefore an attractive option to form

the basis of an alternative design methodology.

The idea of using evolutionary principles in problem solv-

ing dates back to the dawn of computers (Fogel, 1998), and

the resulting field, evolutionary computing (EC), has proven

successful in solving hard problems in optimization, modeling,

and design (Eiben and Smith, 2003). Evolutionary robotics (ER)

is a holistic approach to robot design inspired by such ideas,

based on variation and selection principles (Nolfi and Floreano,

2000; Doncieux et al., 2011; Bongard, 2013), which tackles the

problems of designing the robot’s sensory apparatus, morphol-

ogy, and control simultaneously. The evolutionary part of an

ER system relies on an evolutionary algorithm (see F

i

g

u

r

e

1

).

The first generation of candidate solutions, represented by their

codes, the so-called “genotypes,” are usually randomly generated.

Their fitness is then evaluated, which means (1) translating the

genotype – the code – into a phenotype – a robot part, or its

controller, or its overall morphology; (2) putting the robot in

its environment; (3) letting the robot interact with its environ-

ment for some time and observing the resulting behavior; and

(4) computing a fitness value on the basis of these observations.

The fitness value is then used to select individuals to seed the

www.frontiersin.org
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ER: Evolution or Intelligent Design?
• The modeller: 

“ER should be as close as possible to natural evolution!” 

• The engineer: 
“ER should be used as an (agnostic) method for design!”

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

ROBOTICS�AND�AI

PERSPECTIVE ARTICLE

p

u

b

l

i

s

h

e

d

:

0

3

D

e

c

e

m

b

e

r

2

0

1

4

d

o

i

:

1

0

.

3

3

8

9

/

f

r

o

b

t

.

2

0

1

4

.

0

0

0

1

3

E

v

o

l

u

t

i

o

n

a

r

y

r

o

b

o

t

i

c

s

:

m

o

d

e

l

o

r

d

e

s

i

g

n

?

VitoTrianni*

Laboratory of Autonomous Robotics and Artificial Life, Institute of Cognitive Sciences and Technologies, National Research Council, Rome, Italy

Edited by:

Alan Frank Thomas Winfield,

University of the West of England, UK

Reviewed by:

Nicolas Bredeche, Université Pierre et

Marie Curie, France

Takashi Ikegami, The University of

Tokyo, Japan

Alan Frank Thomas Winfield,

University of the West of England, UK

*Correspondence:

Vito Trianni , Istituto di Scienze e

Tecnologie della Cognizione, Consiglio

Nazionale delle Ricerche, Via San

Martino della Battaglia 44, Rome

00185, Italy

e-mail: vito.trianni@istc.cnr.it

I

n

t

h

i

s

p

a

p

e

r

,

I

r

e

v

i

e

w

r

e

c

e

n

t

w

o

r

k

i

n

e

v

o

l

u

t

i

o

n

a

r

y

r

o

b

o

t

i

c

s

(

E

R

)

,

a

n

d

d

i

s

c

u

s

s

t

h

e

p

e

r

s

p

e

c

-

t

i

v

e

s

a

n

d

f

u

t

u

r

e

d

i

r

e

c

t

i

o

n

s

o

f

t

h

e

fi

e

l

d

.

F

i

r

s

t

,

I

p

r

o

p

o

s

e

t

o

d

r

a

w

a

c

r

i

s

p

d

i

s

t

i

n

c

t

i

o

n

b

e

t

w

e

e

n

s

t

u

d

i

e

s

t

h

a

t

e

x

p

l

o

i

t

E

R

a

s

a

d

e

s

i

g

n

m

e

t

h

o

d

o

l

o

g

y

o

n

t

h

e

o

n

e

h

a

n

d

,

a

n

d

s

t

u

d

i

e

s

t

h

a

t

i

n

s

t

e

a

d

u

s

e

E

R

a

s

a

m

o

d

e

l

i

n

g

t

o

o

l

t

o

b

e

t

t

e

r

u

n

d

e

r

s

t

a

n

d

p

h

e

n

o

m

e

n

a

o

b

s

e

r

v

e

d

i

n

b

i

o

l

o

g

y

.

S

u

c

h

a

d

i

s

t

i

n

c

t

i

o

n

i

s

n

o

t

a

l

w

a

y

s

t

h

a

t

o

b

v

i

o

u

s

i

n

t

h

e

l

i

t

e

r

a

t

u

r

e

,

h

o

w

e

v

e

r

.

I

t

i

s

m

y

c

o

n

v

i

c

t

i

o

n

t

h

a

t

E

R

w

o

u

l

d

p

r

o

fi

t

f

r

o

m

a

n

e

x

p

l

i

c

i

t

c

o

m

m

i

t

m

e

n

t

t

o

o

n

e

o

r

t

h

e

o

t

h

e

r

a

p

p

r

o

a

c

h

.

I

n

d

e

e

d

,

I

b

e

l

i

e

v

e

t

h

a

t

t

h

e

c

o

n

s

t

r

a

i

n

t

s

i

m

p

o

s

e

d

b

y

t

h

e

s

p

e

c

i

fi

c

a

p

p

r

o

a

c

h

w

o

u

l

d

g

u

i

d

e

t

h

e

e

x

p

e

r

i

m

e

n

t

a

l

d

e

s

i

g

n

a

n

d

t

h

e

a

n

a

l

y

s

i

s

o

f

t

h

e

r

e

s

u

l

t

s

o

b

t

a

i

n

e

d

,

t

h

e

r

e

f

o

r

e

r

e

d

u

c

i

n

g

a

r

b

i

t

r

a

r

y

c

h

o

i

c

e

s

a

n

d

p

r

o

m

o

t

i

n

g

t

h

e

a

d

o

p

t

i

o

n

o

f

p

r

i

n

c

i

p

l

e

d

m

e

t

h

o

d

s

t

h

a

t

a

r

e

c

o

m

m

o

n

p

r

a

c

t

i

c

e

i

n

t

h

e

t

a

r

g

e

t

d

o

m

a

i

n

,

b

e

i

t

w

i

t

h

i

n

e

n

g

i

n

e

e

r

i

n

g

o

r

t

h

e

l

i

f

e

s

c

i

e

n

c

e

s

.

A

d

d

i

t

i

o

n

a

l

l

y

,

t

h

i

s

w

o

u

l

d

i

m

p

r

o

v

e

d

i

s

s

e

m

i

n

a

t

i

o

n

a

n

d

t

h

e

i

m

p

a

c

t

o

f

E

R

s

t

u

d

i

e

s

o

n

o

t

h

e

r

d

i

s

c

i

p

l

i

n

e

s

,

l

e

a

d

i

n

g

t

o

t

h

e

e

s

t

a

b

l

i

s

h

m

e

n

t

o

f

E

R

a

s

a

v

a

l

i

d

t

o

o

l

e

i

t

h

e

r

f

o

r

d

e

s

i

g

n

o

r

m

o

d

e

l

i

n

g

p

u

r

p

o

s

e

s

.

K

e

y

w

o

r

d

s

:

e

v

o

l

u

t

i

o

n

a

r

y

r

o

b

o

t

i

c

s

,

d

e

s

i

g

n

m

e

t

h

o

d

o

l

o

g

y

,

m

o

d

e

l

i

n

g

,

c

o

m

p

l

e

x

s

y

s

t

e

m

s

,

a

r

t

i

fi

c

i

a

l

l

i

f

e

INTRODUCTION

For about 25 years, evolutionary robotics (ER) has aroused much

interest for its ability to automatically synthesize robots and their

behavior, and to model the emergence of adaptive abilities within a

Darwinian selection process (Lipson, 2005; Floreano et al., 2008).

Soon after its introduction, ER demonstrated a great potential for

synthesizing efficient robot controllers that exploit the properties

of a fine-grained sensorimotor coordination. Similar results were

difficult to obtain with traditional engineering/AI approaches,

mainly due to the lack of precise models to deal with the inherent

stochasticity and uncertainty of the robot–environment inter-

action. However, the continuous development of better robots

with more precise and informative sensors, together with more

advanced techniques and control approaches, has eroded the

advantage that ER first manifested, at least in the single-robot

domain (Thrun et al., 2005; Siegwart et al., 2011; Zucker et al.,

2011). At the same time, the scope of ER studies significantly

broadened, in the attempt to provide solutions to the control

problems of ever more complex robotic systems (Paul et al., 2006;

Baldassarre et al., 2007), as well as to address problems relevant

to cognitive sciences and evolutionary biology (see, for instance,

Tuci et al., 2011; Wischmann et al., 2012). Unfortunately, this

broadening has not led to the establishment of ER as a mature

discipline. In my opinion, the causes are to be found in the obser-

vation that ER studies often oscillate between incompatible lines

of action, in which both modeling and design approaches are

present. It is my conviction that this problem is a by-product of

the strong bio-inspiration that informs ER studies. In advocating

a resurgence of ER in mainstream robotics, Stanley (2011) states

that “when applied to robotics, evolutionary algorithms should

produce artifacts that remind us of nature, which provides our

primary inspiration for running evolution in the first place.” If this

is acceptable when the target is producing robots that display “the

robustness and fluidity of organisms in nature” (Stanley, 2011), it

also bears the risk of promoting studies that veer between provid-

ing design solutions and modeling biological phenomena. Indeed,

it is clear that much work in ER is affected by the difficulty of

disentangling modeling biological systems from designing arti-

ficial ones. I believe that sensible progress can be achieved only

through a strong commitment to one or the other approach, in

order to convey clear-cut messages and unlock the full potential of

ER. It is important to acknowledge that the need to shift toward

a sharper distinction between modeling and design has recently

started to be recognized in the community, as also demonstrated

by several studies that maintain either one or the other stance. This

paper seeks to reinforce this attitude by providing a selection of

studies that should be considered as best practice (see Section

Design and Section Model). Far from being a comprehensive

review of the field, the handful of selected papers contains several

methodological aspects that should be followed in future studies

to properly exploit the potential of ER in modeling biological sys-

tems or designing artificial ones. The interested reader can refer

to recent reviews highlighting the variety of methodologies and

problems addressed in ER (Floreano and Keller, 2010; Bongard,

2013; Bongard and Lipson, 2014; Doncieux and Mouret, 2014).

DESIGN
As mentioned above, ER has been proposed principally as an

automatic design methodology for robotic systems, following the

idea that the experimenter would be exempted from arbitrary,

sub-optimal choices in the definition of the robot controller, and

leaving to the evolutionary machinery the burden of finding the

best controller for a given performance metric. In this respect, it

is tempting to consider the evolutionary algorithm as a black-box

optimization tool for the robotics problem at hand, following the

misconception that biological evolution always produces optimal

designs. However, as noted by Doncieux and Mouret (2014), ER

is not black-box optimization: there exist several design choices
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ER as a design tool?
• ER is not a fully automatic design method 

• Several design choices are needed to setup an ER experiment, 
which may introduce (spurious) selective pressures 
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Abstract Evolutionary robotics (ER) is often viewed as
the application of a family of black-box optimization

algorithms—evolutionary algorithms—to the design of

robots, or parts of robots. When considering ER as black-
box optimization, the selective pressure is mainly driven by

a user-defined, black-box fitness function, and a domain-

independent selection procedure. However, most ER
experiments face similar challenges in similar setups: the

selective pressure, and, in particular, the fitness function, is

not a pure user-defined black box. The present review
shows that, because ER experiments share common fea-

tures, selective pressures for ER are a subject of research

on their own. The literature has been split into two cate-
gories: goal refiners, aimed at changing the definition of a

good solution, and process helpers, designed to help the

search process. Two sub-categories are further considered:
task-specific approaches, which require knowledge on how

to solve the task and task-agnostic ones, which do not need

it. Besides highlighting the diversity of the approaches and
their respective goals, the present review shows that many

task-agnostic process helpers have been proposed during
the last years, thus bringing us closer to the goal of a fully

automated robot behavior design process.

Keywords Evolutionary robotics ! Selective pressures !
Goal refiner ! Process helper ! Task-specific ! Task-agnostic

1 Introduction

Despite decades of research of in robotics [164], even the

most advanced robots are a far cry from the efficiency,
adaptivity and, overall sophistication of animals. Bio-

inspired robots import some ideas from these natural

wonders [60, 118–120, 152, 153], with the hope of taking
advantage of billion years of evolution. Evolutionary

Robotics (ER) [20, 53, 60, 141] follows a close but dif-

ferent path: instead of trying to replicate the result of
evolution, why not try to replicate evolution itself? ER

hence proposes to employ evolution-inspired algorithms to

design robots or, more often, control systems for robots.
From the embodied cognition point of view [20, 152,

153], ER could lead to machines with their own vision of

the world, devoid of anthropocentric bias. For instance,
many mobile robots see the world as a colorless, two-

dimensional world, because they perceive it through a

LIDAR [164]; what is it like to think and act in such a
world? Answering such a question is very challenging for

humans, who experience a much richer world.
From the engineering point of view, ER aims to propose

an automated engineering process [20, 53, 113], that is, a

process in which engineers write specifications and a
computer takes care of the design.

Evolutionary Algorithms (EAs) (see e.g. [43, 46, 56])

provide the algorithmic foundation of ER. In their modern
form, these population-based optimization algorithms are

composed of four components: a genotype, a genotype to

phenotype mapping, a set of variation operators, and a
user-defined function to be optimized, called a fitness

function. This fitness function is always left to the user.

Because no assumptions are made about the fitness func-
tion, EAs are often classified as ‘‘black-box optimization

algorithms’’.
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Selective Pressures in ER

Viewing EAs as black-box optimization tools is seduc-

tive because optimization is a well-defined field of applied
mathematics, and because black-box optimization can be

used in many real-world situations. However, it has a side

effect: it incentivizes researchers to work on what is not
user-defined—the encoding and the evolutionary operators.

As a result, ER focused for a long time on how to encode

the morphology and the brain of robots (e.g., [85, 114,
165]) or how to encode neural networks (e.g., [35, 50, 59,

95, 123, 128, 169, 171]).
At any rate, however good the encoding is, crafting a

fitness function is ‘‘notoriously difficult’’ [20, 134]. A first

challenge is that EAs—like all optimization algorithms—
do not possess any common sense: they exploit every way

to maximize the fitness function, in particular those that

take unforeseen shortcuts. For instance, let us imagine we
want to evolve a neural network that would allow a mobile

robot to avoid obstacles [141]. A straightforward fitness

function simulates robots for some time in a simulator, and
counts how many seconds they move without hitting a

wall. The result will probably be disappointing: with such a

fitness function, the robot usually does not move at all but,
counter-intuitively, receives the maximum fitness score. A

robot that does not move, after all, will not hit any walls! If

the fitness function is improved so that the robot is forced
to move, then we can expect evolved robots to move in a

circle instead of exploring the environment. As illustrated

by this example, a long refinement process is often required
before obtaining a fitness function that unambiguously

reflects the target behaviors.

A good fitness function is even more challenging to craft
because it serves two different purposes: it both defines the

goal and guides the search. Mixing up these two purposes

makes sense in a black-box optimization because the fit-
ness function is the only information that is available to

identify promising solutions. This strategy works well

when finding good solutions does not impose large detours
that are not directly identifiable with the fitness function.

Recent experiments, however, exhibited several tasks in

which this kind of objective-based search was especially

ineffective [106, 185]. In nature, fossils provides many
examples of detours that would have been hard to find

using objective-based search: many traits of animals and

plants have been exapted, that is, they have been co-opted
for a purpose for which they were not initially selected

[76]. Classic examples are bird feathers, which may ini-

tially have evolved for temperature regulation, and verte-
brate bones, which may have been selected to store

phosphates [76]. Similarly, the history of science and
technology is full of critical but serendipitous discoveries.

For instance, the concept of heating food by microwaves

was discovered when working on radar tubes [157], and the
effects of penicillin on microbes were first observed in a

failed experiment about lysozyme. Because ER aims at

creating artifacts as complex as life forms, it is reasonable
to expect that such detours will have to occur in artificial

evolution.

From the point of view of black-box optimization,
problems when crafting fitness functions stem from users

who do not specify what they are looking for with enough

accuracy, and who do not provide the ‘‘right’’ heuristic to
guide the search. Put differently, these are issues with the

users, not with the algorithms. Such a view does not give ER

much hope: if programming a fitness function to evolve
simple behaviors is not straightforward, how could we hope

to employ evolution to design vastly more complex and hard

to define behaviors like, for instance, ‘‘being intelligent’’?
Fortunately, evolutionary robotics is not black-box

optimization: most experiments have both common chal-

lenges and similar setups. For example, most ER experi-
ments involve testing robots, observing their behavior and

attributing the fitness score (Fig. 1). Instead of only looking

at the fitness score, designers of algorithms for ER can
assume that the concept of behaviors exists and can be

exploited. For instance, some recent algorithms compare

behaviors to prevent the algorithm from converging toward
a single family of behaviors [131], or to favor behaviors

that have not been seen before [106]. The stimulating

A BFig. 1 a General principle of
evolutionary algorithms.
b Principles of evolutionary
robotics. The dark gray area
corresponds to selective
pressures as reviewed in this
paper
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ER for Collective Behaviours

• Best fit for the design of collective behaviours (?) 

• However, even more design choices are required! 

• Indirect relationship between individual behaviours  
and group performance 

• Existence of conflicts with heterogeneous groups



• Fitness function 

• Genotype-to-phenotype 
mapping 

• Sensory-motor configuration 

• Stochastic sampling of the 
robot ecology

Required Design Choices
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Abstract Evolutionary robotics (ER) is a powerful approach for
the automatic synthesis of robot controllers, as it requires little a priori
knowledge about the problem to be solved in order to obtain good
solutions. This is particularly true for collective and swarm robotics,
in which the desired behavior of the group is an indirect result of
the control and communication rules followed by each individual.
However, the experimenter must make several arbitrary choices in
setting up the evolutionary process, in order to define the correct
selective pressures that can lead to the desired results. In some cases,
only a deep understanding of the obtained results can point to the
critical aspects that constrain the system, which can be later modified
in order to re-engineer the evolutionary process toward better
solutions. In this article, we discuss the problem of engineering
the evolutionary machinery that can lead to the desired result in
the swarm robotics context. We also present a case study about
self-organizing synchronization in a swarm of robots, in which
some arbitrarily chosen properties of the communication system
hinder the scalability of the behavior to large groups. We show that
by modifying the communication system, artificial evolution can
synthesize behaviors that scale properly with the group size.

1 Introduction

The synthesis of controllers for autonomous robots is a complex problem that has been faced with a
large number of different techniques [32]. Among the various possibilities, evolutionary robotics
(ER) represents a viable approach for the automatic synthesis of robot controllers requiring little
a priori knowledge about the solution of a given problem [26]. In the swarm robotics context,
ER can be very useful for synthesizing efficient self-organizing behaviors and for obtaining systems
with desired emergent properties, such as robustness to individual failures, flexibility and adaptivity
to environmental changes, or scalability to different group sizes. In fact, ER operates by introducing
variations at the level of the fine-grained characteristics of the robots, and by retaining or discarding
these variations on the basis of the effect they have on the global behavior exhibited by the swarm.
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Rule #1: Use multiple objectives 



Rule #1: Use multiple objectives 
• Defining a good fitness function is not easy 

• Encoding desired features of a behaviour in a measurable form 
→ introduction of multiple behavioural terms 

• Ensuring evolvability of the system 
→ avoid to remain trapped in local minima 
→ avoid bootstrap problems 

• Multi-Objective Optimisation (MOO) provides tools to deal with this

• How does MOO compares with Single-Objective Optimisation (SOO)?



• A genuinely multi-objective problem 
• Cohesion: stay together 

• Motion: move as much as possible 

• Single objective from scalarization 

Case Study: Flocking
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Results

• We compare MOO with SOO through  
empirical attainment functions (EAFs)  

• MOO performs better than SOO 

• MOO produces good flocking 
in every single run 

• MOO produces varied behaviours 
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Trianni, V., & López-Ibáñez, M. (2015). Advantages of Task-Specific Multi-Objective 
Optimisation in Evolutionary Robotics. PLoS ONE, 10(8), e0136406–27



• Collaboration is needed to 
accomplish the task 

• Complexity given by the number of 
robots required per collaboration 

• SOO: number of collaborations: 

• Ancillary objective: average number 
of visited collaboration sites”

Case study: a strictly collaborative task
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Results
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CL: 2 robots →

CL: 3 robots →

Trianni, V., & López-Ibáñez, M. (2015). Advantages of Task-Specific Multi-Objective Optimisation in Evolutionary Robotics. PLoS ONE, 10(8), e0136406–27



Take-Home Message #1
• In ER, the behaviour has primacy 

• Fitness serves to drive the search for a satisfactory solution 

• SOO perform best when an evolvable fitness is available 

• MOO provides  
• large exploration of the space of possible solutions 
• better evolvability 



Rule #2: Carefully configure your robots 



Simone Giertz

Rule #2: Carefully configure your robots 

• Even for well-defined task, choosing the right robot configuration 
can make the difference 

• In collective robotics, 
interactions are fundamental 

• How to design the right way  
to interact among neighbours?



Case Study: Synchronisation

• Basic behaviour for swarm robotics 

Trianni, V., & Nolfi, S. (2011). Engineering the Evolution of Self-Organizing Behaviors in Swarm Robotics: A Case Study. Artificial Life, 17(3), 183–202.



Case Study: Synchronisation

• Basic behaviour for swarm robotics 

• Sync of periodic robot behaviours

Trianni, V., & Nolfi, S. (2011). Engineering the Evolution of Self-Organizing Behaviors in Swarm Robotics: A Case Study. Artificial Life, 17(3), 183–202.



Case Study: Synchronisation

• Basic behaviour for swarm robotics 

• Sync of periodic robot behaviours

• Signalling is required for sync

Trianni, V., & Nolfi, S. (2011). Engineering the Evolution of Self-Organizing Behaviors in Swarm Robotics: A Case Study. Artificial Life, 17(3), 183–202.



Case Study: Synchronisation

• Basic behaviour for swarm robotics 

• Sync of periodic robot behaviours

• Signalling is required for sync

• Poor design of communication 
prevents scalability

Trianni, V., & Nolfi, S. (2011). Engineering the Evolution of Self-Organizing Behaviors in Swarm Robotics: A Case Study. Artificial Life, 17(3), 183–202.



Results
• Binary signals leads to interference with large groups 



Results
• Binary signals leads to interference with large groups 

• Introduction of intensity-based signal perception leads to scalability



Case Study: Flocking
• Use coloured LEDs to  

display the robot orientation

• Tested many LEDs patterns 
• Left-right 
• Front-rear 
• Uniform (for control)

Fehervari, I., Trianni, V., & Elmenreich, W. (2013). On the effects of the robot configuration on evolving 
coordinated motion behaviors (pp. 1209–1216). IEEE Congress on Evolutionary Computation (CEC), 2013
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Case Study: Flocking
• Use coloured LEDs to  

display the robot orientation

• Tested many LEDs patterns 
• Left-right 
• Front-rear 
• Uniform (for control)

• Efficiency strongly affected

Fehervari, I., Trianni, V., & Elmenreich, W. (2013). On the effects of the robot configuration on evolving 
coordinated motion behaviors (pp. 1209–1216). IEEE Congress on Evolutionary Computation (CEC), 2013



Case Study: Flocking
• Use coloured LEDs to  

display the robot orientation

• Tested many LEDs patterns 
• Left-right 
• Front-rear 
• Uniform (for control)

• Efficiency strongly affected

• Resulting behaviour depends  
on the LEDs patter 

Fehervari, I., Trianni, V., & Elmenreich, W. (2013). On the effects of the robot configuration on evolving 
coordinated motion behaviors (pp. 1209–1216). IEEE Congress on Evolutionary Computation (CEC), 2013



Take-Home Message #2
• In collective behaviours, interactions are fundamental 

• Intuitive choices may be strongly misleading 

• ER can deal with oddly designed interaction modalities,  
but evolvability or scalability may be affected 

• Test different modalities for their effects,  
or put the robot configuration under evolution (with MOO?)



Rule #3: Mind the bias-variance tradeoff



Rule #3: Mind the bias-variance tradeoff
• Powerful representations like NNs are 

characterised by 
• low bias: potentially approximate any function  
• high variance: overfit the training set, 

difficulties in generalisation (reality gap) 

• Available techniques do not scale well 
to collective robotics 

• Solution: inject bias in the control architecture 

• Approach: use modular control architectures 
and indirect encodings



Automatic Modular Design
• AutoMoDe: Synthesis of probabilistic finite state machines (PFSMs) 

• States represent constituent behaviours 
with parameters for fine-tuning 

• Transitions represent conditions upon which 
to change the current behaviour  

• A reference model is introduced to describe the robot capabilities 

• Optimisation is performed  
on the space of possible PFSMs �����������

����

����������
������

����������

����������
������

Francesca, G., Brambilla, M., Brutschy, A., Trianni, V., & Birattari, M. (2014). AutoMoDe: A novel approach to 
the automatic design of control software for robot swarms. Swarm Intelligence, 8(2), 89–112.
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Comparing with Human Designs
• Five experts proposed five problems 

• Each expert propose/programs 
a solution in simulation 
• unconstrained
• constrained to AutoMoDe’s design space 

• Automatic design methods 
have a fixed computation budget

SCA LCN

CFA SPC

AAC
SCA: shelter with constrained access 
LCN: largest covering network 
CFA: coverage with forbidden areas 
SPC: surface and perimeter coverage 
AAC: aggregation with ambient cuesFrancesca, G., Brambilla, M., Brutschy, A., Garattoni, L., Miletitch, R., Podevijn, G., et al. (2015). 

AutoMoDe-Chocolate: automatic design of control software for robot swarms. Swarm 
Intelligence, 9(2-3), 125–152. http://doi.org/10.1007/s11721-015-0107-9



Results

• Performance metrics (SOO)  
defined by experts themselves

• Performance is compared 
in simulation and with physical robots
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Results

• Performance metrics (SOO)  
defined by experts themselves

• Performance is compared 
in simulation and with physical robots

• An improved optimisation method for 
AutoMoDe leads to better results
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Take-Home Message #3

• Better generalisation can be obtained by introducing some bias 

• Evolving modular solutions is a suitable approach for robot swarms 

• Indirect encodings can have advantages if they exploit modules



Wrap Up
• Design for evolution of collective behaviours is often counter-intuitive 

• To make evolution an intelligent design method,  
behave like the ‘deus ex machina’ 

• Collect studies to provide guidelines and design patterns 

• Test and compare 
different approaches



Thanks for your attention


